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Abstract 
 
In the aggressively competitive environment of communications service providers 
(CSPs), the quality of service provided is often the key differentiator between 
companies. Currently CSPs have limited insight into the correlation between 
network events (NE) and customer reported troubles (CRT). Furthermore, the 
highly distributed network-based data that can be used for service-based 
customer interaction management (as well as fulfillment i.e. IP video service) is 
difficult to analyze in real-time. This limitation is primarily related to the legacy 
store-then-analyze paradigm that requires skilled analysts to correlate latent data 
in order to create insights.  

 
Correlation of NEs and CRTs can provide a holistic understanding of key call 
volume drivers, whether they are a result of anomalous NEs, or point to deeply 
patterned issues such as device interoperability or faulty equipment. Fusing the 
relevant data within a distributed/compute-first ‘big data fabric’ provides CSPs 
with the opportunity to identify and analyze, in near real-time, the potentially 
impacted customers. This enables closed-loop actions such as alerts, IVR call 
deflections, and field operations (e.g. truck rolls, etc.). 
 
The ability to engage proactive techniques that predict and act on network 
element failure has a huge positive impact on customer experience, and results 
in decreased operation costs (i.e. care). Through fusing packet-level or polling-
based network data, the operator can cluster these datasets on a per-node basis 
to provide predictions and early warnings. The operator also gains knowledge of 
the inputs and ratio of inputs that give rise to care events; thus enabling ongoing, 
targeted investigation from an engineering perspective to increase operational 
efficiency in the future. This paper will explore techniques associated with both 
reactive and proactive care, with real-world use cases driven by both subscriber-
based and network-based data. 

Introduction 
	  
Communication Service Providers (CSPs) generate petabytes of data that have 
only recently become manageable with the scalability of platforms such as 
Hadoop, or the computational power of MPP systems. The increase in scalable 
platforms and ability to process large amounts of data allows a CSP to leverage 
this data to reduce costs and maintain/acquire a competitive edge. CSPs are on 
the cusp of integrating big data analytics en-masse with their day-to-day 
operational management. 

 



	  

	  

In a cable environment, there is high tendency for customer churn. Minimizing 
churn rates is essential to the revenue health of a CSP. As such, CSPs place 
large value in customer experience, as this is directly attributable to impact on 
revenue. Consumers are increasingly becoming more educated about the quality 
of Internet, Video and Voice services available. Leveraging the data available to 
increase customer experience is thus a key avenue into increasing revenue and 
maintaining customer base [4]. As troubles are mediated and networks begin to 
run with fewer errors through analytics, any CSP not leveraging their data will 
certainly be left at a competitive disadvantage. 
 
The increasing trends of customer technical awareness and review-/value-based 
purchasing decisions are shaping a few key consumer drivers. The perceived 
value of a service, bolstered by research and collaboration with other consumers, 
is one of the most important drivers of consumer decision. The tone of consumer 
collaboration has a direct connection to customer experience and is often driven 
by the consumer’s quality of experience. Therefore, taking action to reduce 
network problems and increase customer experience through leveraging existing 
data sources will exploit these customer drivers to the CSP’s benefit. 

 
In addition, the trend of “cord cutting” (moving to OTT services) embodies a 
large-scale change of key customer drivers. In particular CSPs are finding their 
cornerstone product to be Internet, with less importance on (QAM-delivered) 
Video services. OTT services can offer no equipment set-up fees, no hardware 
investment cost, and a portability constrained only by access to the Internet. This 
is a key customer driver – the trend for consumers has increasingly become to 
abandon linear Cable video services and increase the capacity of their Internet 
connection, which places an extremely high emphasis on the reliability and 
quality of their Internet connection. 

 
Currently CSPs have limited insight into the correlation between network events 
(NE) and care events (CE). For example, a multitude of NEs can trigger spikes in 
call volume, unnecessary CSR engagement and costly truck rolls. Correlation of 
NEs and CEs can provide a holistic understanding of key call volume drivers, 
whether they are a result of anomalous NEs, or point to deeply patterned issues 
such as device interoperability or faulty equipment. Scalably-built correlations 
provide CSPs with the opportunity to identify and analyze, in near real-time, the 
potentially impacted customers. Ultimately software applications can be 
structured closed-loop to enable true machine-to-machine (M2M) software 
collaborations (with internal CSP systems) that can also enable necessary 
actions such as notifications, IVR call deflections, and targeted truck roll 
modifications. Allowing for automated business processes based on the data 
maximizes efficiency in reducing care interactions associated with network 
events. 

 



	  

	  

From a business perspective, such an analysis will reduce the mean time to 
understand impact of network events on customer reported troubles, which will 
reduce unnecessary increase in calls, tickets and truck rolls; thereby improving 
the customer experience. As an example, issues that occur in the plant can be 
diagnosed as non-CPE issues, thus reducing the amount of unnecessary in-
home truck rolls. Granular IVR deflections based on the potentially impacted 
subscribers can bring awareness of outages or network issues to a wider (yet 
targeted) audience.  
 
Ultimately, this boils down to providing high quality service as well as driving 
down technical-track cost of care. This can significantly impact profitability and 
thus requires both in-depth insights into cost drivers (highly accurate root cause 
analysis techniques), as well as predictive network-based models. Most 
importantly, operators need tools to increase the efficiency of delivering a higher 
level of customer care, from both reactive and predictive perspectives. 

Platform and Technology Requirements 
 

Supporting use cases around both proactive detection and reactive mitigation of 
customer-impacting issues will require an underlying data fabric that supports 
real-time analysis and supports closed-loop, automated processes. Furthermore, 
there are many datasets that must be correlated, each with many attributes (i.e. 
each subscriber must have correlation to all possible topology or attributes), and 
this becomes a high-cardinality big data problem. A loosely coupled, component 
based architecture is the basis to this platform. The collection architecture should 
be intelligently structured with edge-based processing components. From a 
petabyte-scale of high velocity network data, intelligent collection must be 
implemented in order to pull relevant data from the edge through the backbone 
network in real time without taxing mission-critical infrastructure. It is not feasible 
to implement continuous full-scale modem-based polling for example; at least not 
without intelligent edge processing (further techniques are being developed with 
IPDR mediation techniques). Thus, a departure from the traditional ‘store-then-
analyze’ approach must be explored in order to move from reporting-based BI 
platforms to one that supports real time, closed loop processes. Although this 
paper is not a detailed investigation of the specific platform components, a high 
level view will be presented of one overall structure that has been proven to scale 
to carrier-grade full deployment. 
 
Open-source architecture is an important consideration in order to maintain 
interoperability standards. However, radical extensions of traditional open-source 
platforms are required to optimize for specific use cases (low latency, high 
cardinality, compute requirements, etc.). A highly available, ‘compute-first’ 
architecture that is based on the open source Apache Spark project is the 
cornerstone of this new data fabric that supports this paper’s use case 



	  

	  

explorations [1]. By integrating batch analytics, real-time analytics, and iterative 
machine learning into a single stack, significant latency gains can be made over 
the Apache Hadoop's Map-Reduce implementation (also significant development 
primitives over map-reduce). At the point of collection, data can be normalized 
and fused by using agent-based software components that are optimized for low-
latency, high-throughput transactions. As an example, SNMP polling can be 
implemented on modems that are showing major deviations; and from there, only 
the outlier data points need be collected in order to support analysis of device 
conditions within the network. 
 
As a modular platform framework, extensions can be incorporated into a single 
stack to support high cardinality use cases, complex event processing and 
machine learning iterative algorithms, as well as fast query processing (outside of 
structure workflows) and mutable data-store integration. The compute engine 
supports stream processing via a rules engine and analytics based on state 
variations, batch processing through cubes representation, and iterative 
processes through machine learning engines. Apache Spark has great support 
for machine learning through its Mlib library (which leverages Scalanlp’s Breeze 
and JBlas), and graph analysis through its GraphX library. Shark, a distributed-
query engine implemented over Spark, can support low-latency discovery use 
cases over data that resides in Hadoop’s Distributed File System. Through 
cluster management (i.e. YARN), multiple applications and workloads can run on 
a single cluster, optimizing resource allocation and providing cluster resilience. 
The processed data can then be presented for visualization via in-memory 
caching and disk storage using columnar compression, or can be used as an 
outbound action trigger through a message broker framework with standardized 
adaptors.  
 

Use Cases for Fixed-line Networks 
 
Reactive vs. Proactive Network Maintenance: under definition, a reactive process 
is a response to service-impacting conditions (whether direct mediation or 
through deflection of subscriber before they have a chance to contact a Care 
representative). Proactive processes are methods for identifying signatures that 
arise in the network that give indication of service impact, and analyzing for root 
cause before services are impacted [3]. 

Subscriber as the Probe 
 
Reactive processes can occur by using subscriber-based inputs as a probe into 
network-based issues. By taking as input subscriber calls, ticketing information, 



	  

	  

and truck rolls, correlations with topology, network events, and maintenances can 
provide a very accurate root cause analysis of any issues that are affecting the 
subscriber. This concept of subscriber as a probe is patent-pending by Guavus. 
 
The data sources relevant to a subscriber-based probe analysis can vary 
dramatically based on an operator’s environment of data collection and 
mediation. For example, some operators rely upon a strict hierarchy of ticketing, 
via a knowledge base decision tree (KB), to the tickets that are then associated 
to the problem. In another highly distinct data environment, an operator might 
have an unstructured KB process, preferring free-form text input as the method 
of ticketing-based data collection. Clearly, the techniques involved in extracting 
relevant information from such approaches, is quite disparate. The former 
approach requires a deep understanding of the ticketing KB and the network-
impact on assignment of a Ticket Category, Sub-Category, and Code (or similar 
logical groupings); the latter requires advanced techniques regarding 
unstructured text analysis based on prominent ‘keywords’ that have been proven 
to associate to a certain problem. An example format of data sources is provided 
below in figure 1: 

Functionality	  

Data	  Sources	  and	  
Rankings	   	  	   	  	   	  	   	  	   	  	  

Dataset	  -‐>	  
Call	  
Data	  

Account	  
Mapping	  

CPE	  Data	  
(device)	  

Custome
r	  Tickets	  

Truck	  
Roll	  

Affected	  
Element	  

System	  -‐>	  
Call	  
Recor
ds	   BSS	   BSS	  

TTS	  
(Ticketing

)	  

TTS	  
(Ticketin

g)	   TTS	  (Ticketing)	  
Subscriber	  Mapping	  and	  
Attributes	   *	   	  	   Required	   Good	   	  	   	  	   	  	  

Network	  Topology	   *	   	  	   	  	   	  	   	  	   	  	   	  	  
System	  Maintenance	  and	  
Outages	   ^	   	  	   	  	   	  	   	  	   	  	   Required	  
Care	  Events	  (calls,	  tickets,	  
truck	  rolls)	   ^	  

Requi
red	   	  	   	  	   Required	   Required	   	  	  

Care	  Event	  Drivers	  (ticketing	  
and	  LoQ)	   ^	   	  	   	  	   	  	   Required	   Good	   	  	  

Functionality	  

Data	  Sources	  and	  
Rankings	   	  	   	  	   	  	   	  	   	  	  

Dataset	  -‐>	   Syste
m	   Region	  

Problem/Soluti
on	  Code	  

Firmwar
e	  

Network	  
Inventor
y	  

Non-‐HFC	  
Network	  
Inventory	  

System	  -‐>	  
TTS	  
(Ticke
ting)	  

TTS	  
(Ticketin

g)	   TTS	  (Ticketing)	  
OSS	  (HFC	  
Access)	  

OSS	  (HFC	  
Access)	  

OSS	  (WiFi,	  FTTH,	  
Core)	  

Subscriber	  Mapping	  and	  
Attributes	   *	   	  	   	  	   	  	   	  	   	  	   	  	  

Network	  Topology	   *	   	  	   	  	   	  	   Good	   Required	   Good	  
System	  Maintenance	  and	  
Outages	   ^	  

Requi
red	   Required	   	  	   	  	   	  	   	  	  

Care	  Events	  (calls,	  tickets,	  
truck	  rolls)	   ^	   	  	   	  	   	  	   	  	   	  	   	  	  
Care	  Event	  Drivers	  (ticketing	  
and	  LoQ)	   ^	   	  	   	  	   Required	   	  	   	  	   	  	  

*	  Designated	  as	  a	  core	  
functionality.	  These	  
functionalities	  are	  required	  
for	  any	  deployment.	  

^	  These	  functionalities	  require	  
fulfillment	  of	  the	  Core	  
Functionalities	  before	  they	  may	  be	  
enabled.	  	  

Data	  Source	  Guide:	  
Required:	  required	  to	  
enable	  functionality	  
Good:	  adds	  value	  

	  



	  

	  

 
In short, subscriber care events can be used as the proxy to anomaly detection 
and root cause analysis. This provides the following value from both a business 
and an operational perspective: 
 

• Reduce mean time to understand impact of network events on customer reported 
troubles, which will reduce unnecessary increase in calls, tickets and truck rolls; thereby 
improving the customer experience 

• Reduce unnecessary truck rolls occurring when problem needs to be fixed in the cable 
plant, not in the home 

• Improve response time of necessary truck rolls as schedule will be freed of unnecessary 
in-home visits and equipment replacements 

• Quantify cost of network and maintenance events as it relates to increased customer 
reported troubles, which will improve budgeting process 

• Enable granular IVR deflections vs. bringing awareness of an outage to a broad audience 
• Reduces negative sentiment 
• Increases likelihood of real troubles to get through the call tree 
• Create a near-real-time link to network events’ impacts on CRTs 
• Identify previously undetected anomalies such as CPE provisioning file / upstream 

system mismatches, which could result in reboots vs. permanent fixes 
• Expose high-volume call drivers through device interaction analysis on a per-subscriber 

level 
• Identify key repeat call volume drivers through correlation of related troubles in repeat 

calls 

 
One of the highest-value assets of doing such data correlation is the ability to 
understand root cause of un-ticketed calls. Such calls are generally associated 
with high-cost ‘paper-cuts’ – issues that fly below the radar since they are quickly 
fixed with an un-ticketed interaction with a care agent (such as a problem with a 
solution requiring a modem reboot). However, without any insight into these 
issues, every single affected subscriber must call and reach an agent, in order to 
correct the problem – a very costly endeavor. Simply by providing the correlation 
of subscriber-to-topology-to-attribute, a system can detect anomalies in un-
ticketed calls, run a relative commonalities (see below section for further detail) 
algorithm, to determine probable root cause such as a new firmware update. In 
this case, the operator can push a modem reboot as well as deflect any potential 
calls by uploading a list of associated subscribers into their IVR deflection 
system. 
 
The dimensions relevant to such analysis can be logically organized into four 
distinct categories (not including anomaly detections, which can be peripherally 

Figure 1: Data sources relevant to subscriber-probe Care solution. These data sources 
have been associated to five distinct functionalities – two core functionalities of “Subscriber 
Mapping and Attributes” and “Network Topology”, and three additional functionalities of 
“System Maintenance and Outages”, “Care Events”, and “Care Event Drivers”. Refresh 
intervals provided are indicative but not restrictive.  



	  

	  

relevant to any of the following depending on the method of detection and the 
calculated potential root cause) 

1. Care Events: simply, the level of calls, tickets, and truck rolls, as relevant 
to the baseline. Although the main driver is anomaly detection, it is 
important to allow for ‘eyes-on-glass’ exploration. 

2. Care Event Drivers: relevant to an operator’s ticketing system. 
a. Strict ticketing flow / KB 
b. Unstructured analysis 

3. Outage Events: correlation of Network Maintenances and Outages to the 
potentially-impacted subscribers 

4. Trends and Ranks: determining the relative impact of devices, firmware, or 
other physical or logical attributes, in order to determine issues without 
setting up scope for anomaly detection. This exploratory feature should be 
relative to population, as well as population growth rate for fast-growing 
deployments. 

  
 
This method is highly dependent on not only the ability to correlate such data 
sources in as close to real-time as possible, but furthermore to identify and 
prioritize anomalies as they begin to manifest. The capability of real-time 
correlation is key to a holistic Care solution, but without accurate and noiseless 
anomaly detection, one is relegated to ‘eyes-on-glass’ monitoring, which is time-
consuming and not feasible to identify and diagnose issues from a node or last-
mile perspective, or those issues that might not be geographically-fixed (such as 
a faulty firmware update).  

 

Care Events 
A summary-level view of anomalous behavior throughout the network can be 
characterized by localizing care events (calls, tickets, and truck rolls) into a 
single-screen visual. Although anomalies must be characterized by the system 
itself (as opposed to requiring the user to identify through charts and graphs), the 
user can utilize a centralized set of time-series graphs to understand specific 
impact relevant to the time of day. As an example, see figure 2 below for time-
series representations of Calls, Tickets, and Truck Rolls. 
 
Once the time-series graphs are centralized, it is valuable to understand the 

Figure 2: example representation of time-series graphs for Calls, Tickets, and Truck 
Rolls 



	  

	  

relationship between calls, tickets, and truck rolls by applying further analytic 
techniques. This relationship is based on a concept called call chaining – 
understanding how calls, tickets, and truck rolls might be associated from both a 
conversion perspective as well as identifying persistent events that result in 
repeat care interactions.  
 

Determining Repeat Events 
Determining repeat events can be a tricky endeavor. Most operators currently 
have some type of system that chains events based on a single metric of time 
(say 20 or 30 days). This can result in quite a bit of error, as it is reasonable to 
assume that a subscriber might have multiple, unrelated issues within such a 
timeframe (especially if the customer is subscribed to more than one service, 
such as a triple play subscriber). Furthermore, it is powerful to understand 
whether an issue is incorrectly diagnosed – i.e. a situation where a fix results in 
another issue that might not be within the same LoB or the same category of 
problems. As first call resolution is an important measurement metric for 
operators, there is high value in tightening this association to be more accurate 
with event chaining. 
 
With one operator, a generic 30-day window resulted in the top chain of issues 
being HSD Service and Video Service; clearly a result of either incorrect ticket 
assignment, or most likely, simply the length of window means it is more than 
likely that a customer would experience multiple, unrelated issues within a one-
month time span. 
 
With this seemingly high amount of noise, the next step was to apply a prediction 

	  

Figure 3: optimal window size based on prediction model 



	  

	  

model in order to determine the optimal window during which events should be 
chained, which is relevant to first call resolution. The results of this prediction 
model are detailed in figure 3 above; in this particular operator’s set of data, an 
18-day window was in fact most optimal (relative to their current determination of 
resolution). 
 
Even within this optimal window (in this case, 18 days), there are issues that 
cross LoB and categories of problems; however, the noise is greatly reduced, as 
the top issues are in fact single-LOB / single-Problem Category, and don’t cross 
LOB until the 4th most popular chain within an 18-day window. 
 One must note, that there are issues that could remain un-reported for 
longer than this shorter timeframe. It is reasonable to assume that a subscriber 
might have multiple issues within the same LoB within a month period, or also 
when looking at grouping of problem codes into categories (if the operator is 
designed in such a way with their LoQ process). Therefore, the recommendation 
of this analysis, is to implement a variable logic that chains events upon two 
criteria: 

1. Optimal time window. Based on prediction methods, optimal time 
window is determined and any events that occur from the same 
subscriber within this time period, are chained as repeats. 

2. Similar categories of problems: any events that occur past this optimal 
time window (yet within a reasonable amount of time such as the 
current 30-days that is implemented with most operators) should also 
be chained if they are of the same category of problem. 

 
 

Care Event Drivers, Ticketing 
An operator’s LoQ process and the resulting tickets can be very valuable to both 
uncover anomalies, as well as determine most-effective knowledge base flow 
(i.e., which ticketing assignments result in an effective resolution, and which 
result in repeat care interactions). In addition, issues that are not geographically 
fixed can be easily identified and analyzed for root cause based on their common 
ticketing assignments. From an organizational perspective, a general Category-
to-Code flow, associated with resolution, is key to identifying poor a KB flow that 
might drive cost (see case study at the bottom of this section for example). Other 
implementations, such as free-form text analysis, require groupings based on 
keywords and LoB. 
 

Outage Events 
Traditionally, if a scheduled maintenance results in a problem, there is very low 
visibility towards this from the perspective of the scheduled maintenance 
stakeholder. Generally what would happen is the Care center would notice an 
anomalous level of calls/tickets, and notify the technical operations team to 
investigate based on a set of impacted subscribers. Then, after manual root 



	  

	  

cause analysis, the correlation is drawn to a maintenance event. This process of 
‘swivel-chair analysis’ is highly inefficient, as the CSP absorbs the care cost of 
subscribers calling in and potentially trucks being sent, until this manual root 
cause analysis is finished. By providing a simple correlation of scheduled 
maintenance to affected topology, then to subscriber, anomalies can be 
presented based on any activity that is occurring within the subset of subscribers 
that could potentially be affected by a maintenance event. Therefore, the 
limitation is only dictated by the lowest timeframe available to detect such an 
anomaly (in our analysis, 15-minutes is appropriate interval to detect such an 
anomaly). By shortening this time-frame to 15-minutes from hours or even days, 
a huge cost savings is seen by the operator through the ability to deflect 
subscribers who have been impacted, as well as immediately target for 
remediation to lessen the impact on customer experience. 
 

Un-ticketed Calls Analysis 
Much of the value from the association of subscriber-to-calls-to-topology, comes 
from the concept of analyzing un-ticketed calls. These are the calls that reach an 
agent, yet have quick enough resolution to where the agent does not create a 
ticket. As an example, a firmware update on a device might result in issues seen 
by the subscriber. When the subscriber calls in, generally the first action for the 
Care representative is to ask the subscriber to reboot their modem. If this fixes 
the issue, then no ticket is created; thus no metadata around the subscriber call 
is created. Therefore, the care representatives have to field every single call in 
order for the issue to be resolved. When put in perspective, if about 25% of 
technical track calls are un-ticketed, with the average yearly cost of the US cable 
industry’s technical track care being roughly $2.4B [2], the cost savings potential 
from understanding the driving cause of un-ticketed calls is quite large. 
 

Baselines and Threshold Alerting 
With extreme variations based on weather, major events / holidays, population 
growth rates, and other factors, calculating accurate baselines for both time-
series thresholds as well as alerting/anomaly detection is an error prone process. 
Simply put, per-day association is not enough (i.e. looking at last week Friday’s 
call/ticket/truck roll levels to calculate baselines for the current Friday). For 
example, if on July 11 the baseline is calculated from the same day last week, 
highly inaccurate results would manifest - as the same day last week, would be 
the major 4th of July holiday. As another example, let’s assume a new service or 
device roll-out is occurring. By looking at prior data, even taking into account 
public holidays / other anomalies such as weather, the rapid population growth 
rate in that week span would result in a much lower baseline than there should 
be. Therefore, the following factors must be incorporated in calculating baselines 
/ thresholds: 

• Day-of-week, and at minimum hour-of-day 
• Weather anomalies 



	  

	  

• Public holiday anomalies 
• Population growth rate 

 

Anomaly Detection 
Although threshold-based alerting is important, there is the limitation that a user 
must manually set % deviation from baselines as well as identify specific 
elements upon which to alert. This is time-consuming, and not conducive to 
identifying and easily presenting anomalies to the user. Therefore, a key facet of 
Alerting mechanisms must incorporate automated anomaly detection to limit the 
amount of noise that can occur with per-threshold alerts. This requires two 
functions: 

(1) Detect anomalies based on deviation from steady-state; without requiring 
the user to input thresholds, and: 

(2) Providing a confidence rating of the alert, based on the multiple of 
deviation from steady state, the # of intervals during which the anomaly is 
detected, as well as the relative input of any (potential) common root 
causes. 

 
As for any traditional alerting method on big data, initial implementations require 
deep knowledge of the right thresholds and may require multiple iterations to 
reach the appropriate level of visibility. 
 
The key outcome of this set of features is to proactively identify anomalies under 
a user’s scope of interest, using algorithm-computed time series for baseline. 
Traditional alerting methods require manual set-up, thus potentially resulting in a 
loss of visibility. For example, if a user is particularly interested in issues relevant 
to an advanced service, specific alerts would have to be set down to each 
individual headend, CMTS, etc. that is within the user’s field of scope. 
Furthermore, each threshold has to be manually set, which may result in errors 
over time (especially due to segment growth rate). Anomaly detection allow the 
user to set their preferences, such as a new product service or a Problem sub-
category or range of preferences, and define the topological scope (i.e., within a 
certain region, only down to CMTS). Now, only one Alert Header is required - for 
the scope of attribute-based interest (i.e. advanced service etc.), and a range of 
scope for topological interest (i.e. headend down to CMTS). In this case, multiple 
alert instances relevant to each topology element can be created and 
conglomerated under a single alert header. Underneath these preference 
settings, the anomaly detection module could proactively identify and alert to 
anomalous instances.  
 
From a high level, a set of preferences defines anomalous events based on time-
series anomaly detection. The algorithm learns the baselines of the call and 
ticket volume and classifies anomalous intervals as intervals that are dissimilar to 



	  

	  

those in this steady state. In this way, deviation from calls and tickets is the 
trigger.  
 
Once intervals are classified as anomalous, they can be scored as a rating of 
Confidence, which eliminates noise from alerting on subsequent intervals. This 
rating is based on a multiple of the IQR (interquartile range) of the anomaly, the 
number of previous or related intervals associated with an anomalous event, as 
well as the relative impact of any underlying potential root cause that is 
determined by the relative commonalities algorithm. 
 

Root Cause Analysis – Commonalities 
 
Relative Commonalities 
This concept of correlating root cause of an anomaly to a network element, 
customer device, boot file, etc. takes into account network hierarchy, 
relationships between network elements and the relative distribution of devices, 
boot files, etc. throughout the network. This algorithm ultimately determines 
which element(s) or attribute(s) are over-indexing to determine probable root 
cause. Take as example the case of correlating a specific subscriber’s troubles to 
both their faulty Node and their faulty CMTS. In this example, “Node” would be 
removed from impacting the Relative commonalities weighting, while CMTS 
would be defined as the problem for that particular subscriber in the aggregation 
process. In other words, this removes the ambiguity that would visually arise in 
the graph when a lower network element (such as the Node) is necessarily 
affected due to the malfunction in the higher network element (such as the 
CMTS), and allows the operator to clearly view the impact of each specific 
network element without any clarity loss stemming from issues of cascading 
problems.  Another example of the concept would be taking into account the 
overall distribution of devices, boot files, etc.  For example, if 75% of users have 
a certain device and 75% of calls are from customers with this same device, that 
doesn’t point to a problem with the device, as the call distribution for devices is 
the same as for the overall population.  If, however, 10% of customers have a 
certain device and 50% of calls are from customers with this specific device - that 
might be an indication that something is wrong with that device and should be 
investigated.   
 
Absolute Commonalities 
No relative concept is taken when generating commonalities; the largest-impact 
contributors are those that can be associated to most subscribers within the 
current segment. 

 



	  

	  

Case Study 
As one small example of how a holistic solution could be implement, consider the 
following real-world case study that was identified through analysis of an 
operator’s data: 

 

Network as the Probe 
 
The number of services within a cable network is growing at a rapid rate – data, 
video, voice, and other unique advanced services. These services have distinct 
value to the end consumer and require a high level of reliability. By 
understanding network signatures of these applications and of the network 
topologies - in real-time – the operator can diagnose and fix problems before 
they have an impact on the service or to the end subscriber. 
 
Of the network-based inputs, data collected from DOCSIS monitoring tools can 
be powerful in understanding the device and sub-plant parameters, while being 
relatively very inexpensive to collect (as DOCSIS is already enabled within every 
CMTS in a cable system). The main consideration as to the level of granularity is, 
which DOCSIS protocol is implemented, and how the data is mediated into a 
consumable format.  

 

Figure 4: Case Study – set-top-box time display issue 



	  

	  

New IPDR Service Definitions allow for enhanced management capabilities and 
deep visibility into sub-CMTS network health. Furthermore, since advanced 
services are becoming the most important aspect of a customer’s interaction with 
their cable operator, the per-service flow definition of DOCSIS supports 
management and prioritization of network issues that are, or will, negatively 
impact a customer. 

 
IPDR-based collection of network data addresses the scalability problem that we 
see with full-scale modem polling via SNMP. As an example, with SNMP polling, 
“at 5 million devices, a single poll will represent almost 3GB” [3]. This is simply 
not scalable to carrier-grade, especially without severely taxing mission-critical 
infrastructure. DOCSIS 3.0 applies IPDR/SP (streaming protocol) to solve 
problems that required regular and periodic polling via SNMP. 
 

Data Sources 
 
DOCSIS Service Definitions 
Specific polling strategies (low-rate, medium-rate, high-rate...) should be 
implemented appropriate to an operator’s topological environment. Over-polling 
is not desirable from a performance and latency standpoint. There are specific 
analysis techniques to determine the sub-node issue that can be used as final 
drill-down. Those are well-detailed in the Cablelabs publication [3], and as such 
this paper will focus on machine-learning prediction models, that predict node-
based issues, for which further drill-down can be used to determine specific CM 
or CPE-level issue.  

 
DOCSIS 3.0 service definitions (SDs) provide a powerful set of capabilities [5]. 
As a high level overview, they are: 

• SAMIS (subscriber account management interface specification) – per CM 
device and per service-flow bytes, CMTS information and topology, QoS 
and CPE 

• Diagnostic Log: per-CMTS, from the perspective of a CMTS 
• Spectrum Measurement: per-upstream RF spectrum (representation) 
• CMTS CM Registration Status 
• CMTS CM Upstream Status Information (physical layer quality) 
• CMTS Topology (to RF/HFC) 
• CPE (per CM i.e. MAC, IP, FQDN) 
• CMTS Utilization Statistics: CMTS MAC domain, channel identifier, 

interface attributes / counters 
 
 
DOCSIS PE Collection 
Pre-equalization data is collected via SNMP polling of the cable modems and 
CMTS. Through the Cablelabs definition [3], a minimum of three data elements 



	  

	  

are required – DOCSIS equalization coefficients, upstream center channel 
frequency, and the RF bandwidth of the channel. The cable modem coefficients 
provide a view of the inverted channel response prior to equalization. The CMTS 
offers a post-equalization view of the inverted channel response as it is received 
from the cable modems. This can help evaluate the performance of the modems’ 
upstream pre-equalizers, and can also help identify issues where impairment is 
changing frequently.  
 
 

Predictive Models 
 
Using PE and DOCSIS SD data, machine-learning (continually optimizing) 
predictive algorithms can be implemented to determine common signatures that 
give rise to network based issues. The initial deployment of such a model takes a 
few weeks to a few months (based on volume and scope of data being analyzed) 
to build accurate predictions. From a workflow perspective, figure 5 details the 
process: from ingest of network-based data, to prediction output. 
 

	  

Figure 5: Example workflow of predictive causality study



	  

	  

As network usage is time-dependent (i.e. more people use the network at peak 
time vs. in the middle of the night), data smoothing is a required process. Time 
aggregation does not work, as there is a significant loss in temporal resolution. 
Spatial aggregation, across multiple nodes, is beneficial, but the system still 
requires per-node models in order to account for specific differences (such as the 
quality of wiring into the node, weather considerations, etc.). Ultimately, causality 
scores are aggregated across nodes. 
 
To reduce the uncertainty of future spikes, a number of models should be 
implemented relative to time dependency and relationship type. These models 
are detailed in the below figure 6 quadrant graph. Incorporating multiple models 
that place emphasis on random variables, stochastic processes, linear and non-
linear relationship types, will reduce the uncertainty of predicting spikes. 
 

When looking at transfer entropy, relationship between KPI’s or other network 
inputs can be quantified. In the example below (figure 7), transfer entropy is 
graphed for KPI’s usnr, processed node score, fecu, fecc, cableOffline, and 
avg_fecc. We can see that the KPI’s with the most explanatory power are usnr, 
fecu, score, and fecc. The results of this transfer entropy relationship can then be 
used to determine the impact on the prediction model of those specific inputs vs. 
others. 
 

	  

Figure 6: example methodology to implement in predictive models 



	  

	  

Therefore, the method that has been proven to be most effective focuses on 
individual nodes and leverages transfer entropy to select/prioritize most relevant 
input parameters. Rather than a regression problem, it is most effective to 
classify: predict the timing of anomaly, instead of the exact call volume. In order 
to quantify the effectiveness of such a model, the AUC (area under the curve) is 
used, where 1 = perfect prediction, 0.5 = random prediction, and 0 = wrong 
prediction. As noted, this AUC score can be expected to increase for nodes, from 
day zero at almost random prediction to nearly one for longer-term deployments. 
 
As per Cablelabs, following node-level detection, “a key outcome of this effort is 
the fault localization processes to pinpoint the problem location which leads to 
reduced mean time to repair and improved reliability. This is obtained through 
correlation of the cable network topology with the impairment-unique 
characteristics derived from the CM pre-equalization data” [3]. Therefore, this 
approach can be used as a specific follow-up to complement the predictive 
algorithms that incorporate CPE-level data points, to determine potential node-
based network issues. 

 

Conclusion 
 

The ability to implement a holistic solution that engages both proactive 
and reactive techniques has a huge impact on customer experience as well as 
an operator’s cost of delivering high quality, technical-track care. Creating an 
end-to-end data analytics solution based on key tenets of scalability and low-
latency is key to enabling such a solution. With this in mind, implementing the 
underlying analytics (operational intelligence) platform will position an operator 
with the ability to gain significant competitive advantage from a customer 

	  

Figure 7: contribution of a set of metrics via transfer entropy 



	  

	  

experience perspective over operators who do not deploy such a solution. 
Building an end-to-end analytic solution will require some time in order to 
optimize predictive models (on a machine learning basis), but once deployed, a 
care solution based on subscriber and network inputs will dramatically reduce the 
time and cost of technical operations in relation to network issues, as well as 
greatly increase the end-customer’s overall experience. 
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Acronyms 
 
AUC – area under the curve 
BI – business intelligence 
CATV – cable television 
CE – care events 
CM – cable modem 
CMTS – cable modem termination system 
CPE – customer premise equipment 
CRT – customer reported trouble 
CSP - communication service provider 
DOCSIS – data over cable service interface specification 
FQDN – fully qualified domain name 
HFC – hybrid fiber coaxial 
HSD – high speed data 
IP – internet protocol 
IPDR – internet protocol detail record 
IPDR/SP – internet protocol detail record streaming protocol 
IQR – interquartile range 
IVR – interactive voice response 
KB – knowledge base 
KPI – key performance indicator 
LoB – line of business 
MAC – media access control 
M2M – machine to machine 
MPP – massive parallel processing 
PE – pre-equalization 



	  

	  

RF – radio frequency 
SAMIS – subscriber account management interface system 
SD – service definition 
STL – seasonal trend decomposition based on local regression 
NE – network event 
OTT – over the top 
QAM – quadrature amplitude modulation 
SNMP – secure network management protocol
 
 
 
 


